
WHAT IS 
COALESCE.IO?
INTRODUCING THE NEW KID ON THE BLOCK



The technology landscape has shifted. Better tools, faster processing, bigger storage

- all designed to advance the speed at which data is delivered to the consumer.

But these better tools need specialised workers proficient in their use.  These tools

are geared towards productivity and compliance - compliance with industry best

practices and design patterns for generating models, as well as speed and efficiency

producing them. If compliance and productivity work well together you can expect

a positive bottom-line impact to cost and time.

Not all tools are the same. Their ratio of compliance versus productivity varies. This is

where it can get confusing. Choosing the right fit for your organisation can make a

big impact to your developer’s experience using those tools and ultimately the

lifetime value you will get from them.

I recently had the opportunity to attend the Snowflake Summit 2023 in Las Vegas.

Snowflake is arguably the most preferred platform for data in the Cloud. Everyone

who was anyone was there showcasing their capability for managing data in the

Cloud.

In the world of Data Warehousing, nothing has changed much over 50

years. Since Bill Inmon coined the Corporate Information Factory and

Ralph Kimball invented the Star Schema methods to transform data

have stayed relatively the same.

The Data Landscape



Design by Code - Is it time for something new?
There was high representation for design by code. This included DBT, Aure ML, and

Databricks. Such technology relies on notebook style scripting where transformations are

written as code using either proprietary scripting language or native SQL.

Design by code is not new. It has been enjoying a resurgence through emerging talent that

prefers code orientation. It favours a microservice-rich cloud native world for developing and

deploying distributed applications in containers, each with their own datastores.  The code

that creates the applications also applies to data across different environments, is sharable,

and able to be versioned.

Being a coder at heart, I appreciate its pure nature but the data modeler in me finds it

confusing to see connections. This is especially true where notebooks are complex,

containing many forks in how data is transformed. This approach can foster developer

driven custom approaches that might not be compliant with industry or company

standards.

Modern design by code tools can represent graphs but are fully encapsulated within that

notebook. Connections with other packages are not necessarily visible.

Figure 1: Design by Code - Code and Data as a re-distributable package



In the example below we can see CTEs defined in the WITH area of the query using SQL to

apply data rules, business rules and filtering to the data, using the results from one named

CTE in the body of another until we pull together the results into a SELECT at the bottom.

Figure 2: Common Table Expression implementation of Design by Code

This style of SQL can be useful to link together a series of statements into a single query –

and it can get very big and unwieldy. It’s not uncommon to see queries of many hundreds of

lines.

Technology has struggled to adapt to sharing and versioning data. 

For example, models are difficult to control and release in Git. I am sure businesses

considered that - why spend the effort to develop new tools when they can re-wrap code as

data and extend the life of existing products under a new name.



Built new from the ground up, Coalesce is software as a service (SaaS) and is available only in

the Cloud for Snowflake on GCP, Azure, and AWS.

I was pleased to see that at the Snowflake Summit the Coalesce team were busy all day

every day talking to the data engineering community. It’s not surprising, because Coalesce

answers the challenge of model sharing, multiple environments, versioning, release

management and most importantly best practice automation all through highly visual

Pipelines.

In contrast to Design by Code, Pipelines are made up of independent SQL blocks persisted

with DDL (views or tables) and combined into a Pipeline or DAG (directed acyclic graph).

The DAG defines the dependencies and execution order of the SQL blocks in the Pipeline.

The Coalesce platform is optimized to help a developer build, manage, deploy, document,

and execute the Pipeline or DAG using a graphical interface as shown below.

Introducing Coalesce.io

Figure 3: Equivalent Pipeline to Code by Design

Those who know Alteryx will appreciate the value pipeline driven workflow development

adds over plain ordinary code. Just ask any macro developer who has moved from Excel. The

Pipeline approach is easier to develop, test, and troubleshoot, and like-for-like testing on

Snowflake has shown a 30% reduction in execution time.

Under the cover, it is web application runtime for the Jinja scripting language. Jinja converts

your source and target models as well as transformation logic to native SQL for Snowflake.

Jinja is really code by another name, so Coalesce fully supports Git repositories for versioning

and release management.

Coalesce has leveraged 25+ years industry experience building data warehouses through

the people it employs and has injected that into the DNA of its product so that you only

need to tell it what design patterns you want to apply. It will take care of everything else.



Figure 4: Column aware lineage and representation

Design patterns are fully customisable so that corporations can apply their own data

governance tactics for bespoke compliance. A library of industry best practice design

patterns is available out of the box.

Design by code by its very nature is not column aware. Deriving lineage from code is

problematic at the best of times, especially when developers do not confirm to best practice.

Coalesce instead manages a metadata repository so that providence and dependency is

always resolved.

Column aware lineage allows the capability to propagate change through the entirety of a

Pipeline even if the Developer is unaware of the downstream dependencies. Design by code

requires manual search within the notebook then manually altering code. Being a human

driven process, it should be clear that the more complex a notebook the greater the risk of

failure to effect change.

This article has discussed the differences between design by code and Coalesce and

explained how Coalesce delivers to all the benefits of design by code but retains data as an

asset through a metadata repository. 

Visual modelling and column aware lineage are supported by Pipeline development. These

competitive differences allow the data engineer to focus on higher-value work streams

rather than code management.
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